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Abstract

We present a control framework that enables humanoid robots to perform collaborative transportation
tasks with a human partner. The framework supports both translational and rotational motions,
which are fundamental to co-transport scenarios. It comprises three components: a high-level planner,
a low-level controller, and a stiffness modulation mechanism. At the planning level, we introduce the
Interaction Linear Inverted Pendulum (I-LIP), which, combined with an admittance model and an
MPC formulation, generates dynamically feasible footstep plans. These are executed by a QP-based
whole-body controller that accounts for the coupled humanoid–object dynamics. Stiffness modulation
regulates robot–object interaction, ensuring convergence to the desired relative configuration defined
by the distance between the object and the robot’s center of mass. We validate the effectiveness of the
framework through real-world experiments conducted on the Digit humanoid platform. To quantify
collaboration quality, we propose an efficiency metric that captures both task performance and inter-
agent coordination. We show that this metric highlights the role of compliance in collaborative tasks
and offers insights into desirable trajectory characteristics across both high- and low-level control
layers. Finally, we showcase experimental results on collaborative behaviors, including translation,
turning, and combined motions such as semi-circular trajectories, representative of naturally occurring
co-transportation tasks.
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1 Introduction

Humans routinely collaborate to accomplish phys-
ically demanding tasks, such as moving furniture
across a room, carrying packages in a ware-
house, or assisting elderly individuals with mobil-
ity. These activities underscore the importance
of coordination, adaptability, and collaborative
effort in achieving common objectives. Extend-
ing such collaboration to robots has the poten-
tial to transform multiple domains, from logistics

and manufacturing to healthcare and home assis-
tance, by enabling humans and robots to work
together as integrated partners. Over the past two
decades, significant research has been conducted
in the field of physical human–robot interaction
(pHRI), as comprehensively reviewed by Jarrassé
et al. (2012); Lasota et al. (2017); Ajoudani et al.
(2018); Vianello et al. (2021).

Physical human–robot interaction (pHRI)
describes scenarios in which a human and a robot
physically interact to achieve a shared objective.
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These interactions may be direct, such as guiding a
robot by the hand (Lefèvre et al. 2024), or indirect,
such as jointly manipulating an object (Agravante
et al. 2019). In both cases, the partners must
regulate their interaction forces to accomplish
task-specific objectives. Effective pHRI requires
the robot to remain dynamically stable under
external loads, adapt in real-time to unknown
human intent, and maintain task efficiency and
safety in uncertain environments. These require-
ments make pHRI inherently more challenging
than conventional robotic control, as the robot
must both predict motion and execute whole-body
actions while accounting for the presence of a
collaborator.

1.1 Previous Works

Robotic manipulators have been extensively
employed in pHRI for tasks such as handovers
(Huber et al. 2008; Edsinger and Kemp 2007),
carrying unknown loads (Mujica et al. 2023), and
collaborative lifting (DelPreto and Rus 2019).
For instance, DelPreto and Rus (2019) leveraged
human arm muscle activity to infer the desired
lifting height of an object during cooperative
tasks. Similarly, Rozo et al. (2014) demonstrated
that collaborative skills can be transferred from
human–human demonstrations to robotic manipu-
lators. These studies demonstrate the effectiveness
of robotic manipulators in physical interaction
tasks, but their fixed base restricts the reachable
workspace and prevents the mobility needed for
tasks such as collaboratively transporting objects
over long distances.

To address the limitations of fixed-base manip-
ulators, mobile manipulator setups have been
proposed by Kosuge et al. (2000, 2001); Suda
and Kosuge (2002). These works developed control
strategies that regulate the compliance between
the mobile base and the object being carried.
More recently, Xing et al. (2021) introduced a
control framework based on skill transfer for col-
laborative lifting and carrying tasks using wheeled
mobile manipulators. Beyond object transporta-
tion, a compliant control strategy has been pro-
posed in assisted walking (Li et al. 2024). While
these robots provide greater maneuverability and
extend the operational workspace, these systems
are fundamentally optimized for flat, structured
surfaces (Bruzzone and Quaglia 2012). In contrast,

human environments often contain irregular ter-
rain, stairs, and cluttered layouts, where wheeled
platforms are less effective (Bruzzone and Quaglia
2012). This gap highlights the need for robots
with legged bases, whose inherent versatility and
maneuverability make them better suited for col-
laboration in human-centric environments.

The efficiency and fluidity observed in
human–human collaboration provide a strong
motivation for extending similar principles to
humanoid robots, giving rise to the field of phys-
ical human–humanoid interaction (pHHI). Unlike
wheeled mobile manipulators, humanoids can nat-
urally navigate uneven terrains (Radosavovic et al.
2024), climb stairs (Caron et al. 2019), and
operate within cluttered or constrained spaces
(Narkhede et al. 2022; Kumbhar et al. 2025),
making them particularly well-suited for tasks in
warehouses, homes, and healthcare settings.

Beyond functional capabilities, humanoids
have attracted increasing attention in both indus-
try and academia due to their dexterity and versa-
tility in performing a wide range of tasks. Recent
market reports even project widespread global
deployment of humanoids by 2040 (Neumann
2025), underscoring their anticipated impact
across multiple sectors. However, the task of
pHHI is considerably more challenging. Unlike
wheeled bases, which are mechanically simpler and
dynamically more stable, the task of maintain-
ing balance, stability, and robustness for legged
humanoids is much more challenging. These chal-
lenges necessitate advanced control frameworks
that can ensure safe, stable, and compliant inter-
action between humanoids and human partners.

One of the earliest demonstrations of pHHI
was presented by Yokoyama et al. (2003), where
the HRP-2P humanoid robot was used to collab-
oratively move a panel with a human operator.
Agravante et al. (2014) implemented a control
architecture for humanoid collaboration based on
a Stack of Tasks formulation. Their approach pro-
vided a vision algorithm to estimate the desired
object states. These desired states were sub-
sequently used for admittance control of the
humanoid. A different approach was adopted by
Motahar et al. (2015, 2017), where interaction
forces were leveraged for adaptation of the walk-
ing limit cycle, while the arms were impedance
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controlled to ensure safe physical interaction. Sub-
sequent works have explored the use of intent-
carrying forces to enable switching, either among
a library of limit cycles (Veer et al. 2017) or among
Dynamic Motion Primitives (DMPs) (Chand et al.
2022).

Current research on humanoid walking with
optimization-based methods typically formulates
the control hierarchy at two levels. At the high
level, center of mass (CoM) trajectories and foot-
step locations are planned, while at the low level,
these plans are realized on the physical robot
through whole-body control. Model Predictive
Control (MPC) has emerged as a widely used
approach for high-level planning, leveraging sim-
plified dynamic models such as the Linear Inverted
Pendulum (LIP) (Narkhede et al. 2023; Kajita
et al. 2001), and the Single Rigid Body (SRB)
(Ding et al. 2022). At the low level, Quadratic
Programming (QP) formulations are employed to
compute feasible joint torques and contact forces
that ensure stability and adherence to the planned
trajectories (Nguyen and Sreenath 2015). Cur-
rent work in pHHI, including our own, adopts a
similar hierarchical structure, employing an MPC-
based high-level planner for footstep generation,
coupled with a QP-based low-level controller to
track and execute the motion plan on the Digit
humanoid robot (Agravante et al. 2019; Kumbhar
and Artemiadis 2025).

The work by Agravante et al. (2016) intro-
duced a hierarchical MPC–QP framework specif-
ically for pHHI. The control for the humanoid as
a follower incorporated an impedance model of
the CoM directly into the MPC cost function to
regulate interaction behavior, and footstep pat-
terns were generated accordingly. However, they
used a quasi-static motion assumption to trans-
form the external wrench from the sensor frame to
the CoM frame, and it was also assumed to remain
constant over the MPC horizon. Furthermore, the
impedance model specifies a desired impedance
between the robot CoM and the origin, implying
that the human partner needed to exert significant
effort to displace the robot from its starting con-
figuration. Later, Agravante et al. (2019) tracked
these high-level plans via a QP that explicitly con-
sidered external forces. While knowledge of these
forces enabled compensatory actions for stability
and trajectory tracking, the robot did not actively
regulate them.

Kumbhar and Artemiadis (2025) addressed
these challenges by coupling an object-informed
QP for low-level control with an admittance model
designed to regulate the relative motion between
the humanoid’s CoM and the object. Crucially,
the stiffness modulation strategy adopted in their
approach utilized desired states obtained by inte-
grating the admittance model at each control iter-
ation, starting from the previous desired state. We
characterize this approach as global compliance, as
it effectively forces the system to track a cumula-
tive, ideal trajectory generated from the start of
the task. Consequently, this formulation prevents
local compliance, which we define as deriving the
desired response relative to the robot’s current
actual state. By prioritizing global tracking, the
controller behaves rigidly in the face of transient
deviations, failing to provide the intended compli-
ant response to perturbations. Furthermore, the
scope of their study was limited to straight-line
motion, leaving the turning maneuvers essential
for collaborative transportation unaddressed.

In pHHI, although it is important for the
humanoid to be stable while assisting with
the task, the influence of the control frame-
work on human performance and task-level effi-
ciency has often not been addressed (Kumbhar
and Artemiadis 2025; Agravante et al. 2019).
Rapetti et al. (2023) proposed a control frame-
work for human–humanoid ergonomic lifting that
accounts for joint-level efficiency and incorpo-
rates a detailed model of the human. While such
approaches provide valuable insights into human
biomechanics, collaborative transportation also
requires evaluating task-level factors such as syn-
chronization between partners and the overall cost
of co-transportation.

1.2 Main Contributions

This paper presents a comprehensive framework
for enhancing the compliant behavior of humanoid
robots when physically collaborating with humans
to transfer objects, with a particular focus on sce-
narios involving the maneuvering of these objects.
We extend the work done by Kumbhar and
Artemiadis (2025), to propose a three-level hierar-
chical control architecture that integrates: (i) an
admittance model to regulate the desired inter-
action behavior between the humanoid and the
object, including turning maneuvers arising from
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object rotation; (ii) a high-level planner based
on the Interaction Linear Inverted Pendulum (I-
LIP), a novel simplified model incorporating
variable-stiffness springs and dampers between the
centers of mass (CoMs) of the robot and the
object, formulated within an MPC framework;
and (iii) a low-level QP that explicitly incor-
porates object dynamics to regulate interaction
forces and control the object’s position and ori-
entation. The use of coupled dynamics has been
shown to be effective, as demonstrated by Rapetti
et al. (2023, 2021).

A key feature of our framework is that compli-
ance arises from both footstep planning and hand-
object interactions. While the MPC generates foot
placements that encode compliant responses to
perturbations, additional objectives on the CoMs
of the robot and the object in the QP ensure that
the hands contribute actively to compliance. To
ensure convergence to a desired distance between
the object and the humanoid, we implement a gain
modulation strategy for adjusting the spring con-
stant of the I-LIP. These features promote local
compliance properties to the humanoid.

Additionally, we conduct an extensive anal-
ysis of the resulting framework to evaluate the
role of compliance in enhancing task and human
efficiency during collaborative object transporta-
tion while preserving robot stability. In particular,
we introduce a quantitative efficiency metric to
show that a low-compliance objective for foot-
step planning and a high-compliance objective for
low-level control improve the efficiency of collabo-
ration, while simultaneously preserving humanoid
stability. Another distinguishing aspect of this
work is its focus on carrying objects of substan-
tial weight. The experimental validation considers
a 15 kg box, representative of loads that typically
require two humans to co-manipulate, a scenario
not addressed in existing literature.

We validate the proposed framework on
the Digit humanoid (Agility Robotics) through
real-world experiments. Our results demon-
strate that the framework enables compliant
human–humanoid collaboration during complex
maneuvers involving both translation and turning,
while maintaining robustness to external pertur-
bations and variations in human motion.

The remainder of this paper is organized as
follows. Section 2 presents the proposed hier-
archical control framework, including the I-LIP

Fig. 1 Proposed control framework (right) for collabora-
tive transportation tasks between a human and a humanoid
robot (left).

model, admittance-based compliance formulation,
MPC-based walking pattern generator, WBC
formulation, and stiffness modulation strategy.
Section 3 describes the experimental setup and
presents the evaluation of the proposed frame-
work through real-world human–humanoid co-
transportation experiments. Finally, Section 4
concludes the paper and discusses future direc-
tions.

2 Control Architecture for
Collaborative Transportation

We address collaborative transportation tasks in
which the Digit humanoid and a human jointly
transfer an object (box), as illustrated in Fig. 1.
In this setting, the human assumes the role of the
leader, actively maneuvering the object according
to their intent, while the humanoid functions as
a follower, passively adapting its motion to the
object’s movement. Building upon the work pre-
sented by Kumbhar and Artemiadis (2025), we
extend the follower’s capabilities to include for-
ward, lateral, and rotational maneuvers, thereby
providing the human collaborator greater freedom
in executing the co-transportation task.

Figure 1(right) illustrates the proposed control
framework for physical human–humanoid collab-
oration. The I-LIP and the admittance model,
together with the MPC, form the high-level plan-
ning layer, which generates footstep placements
and CoM trajectories. The I-LIP (Fig. 2(a)) serves
as a simplified predictive model for planning pur-
poses, while the admittance model (Fig. 2(b))
dictates the desired compliant behavior between
the humanoid and the object. Varying admit-
tance gains enables behaviors ranging from highly
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Fig. 2 (a) I-LIP dynamics during the kth walking step with the left leg as the stance foot, denoted by uk. The red and blue
solid lines represent spring-damper elements aligned along the local X′ and Y ′ axes, respectively. The red dashed trajectory
indicates the evolution of the robot’s center of mass (CoM), while the purple dashed trajectory corresponds to the object’s
CoM. Temporal progression is illustrated through decreasing transparency, where increased opacity represents forward
movement in time. The red rectangle denotes the stance foot position, and the yellow rectangle indicates the admissible
region for the next foot placement based on kinematic feasibility. (b) Admittance-based interaction model, abstracted as
two point masses, representing the CoMs of the robot and the object interconnected by spring damper pairs in the X′

and Y ′ directions. This model captures the compliant coupling between the robot and the object and enables responsive
interaction. (c) Top-down view of the I-LIP configuration at the beginning of the kth step, highlighting the orientation
of spring-damper elements in the horizontal X′-Y ′ plane. (d) Admissible foot placement region with the right leg as the
stance foot. The yellow region defines the kinematically feasible area for placing the left foot in the next step. This region
is constrained by the robot’s reachability and ensures both feasibility and stability in step planning.

compliant motion to more assertive tracking. The
MPC integrates the I-LIP dynamics with the
desired states provided by the admittance model
to compute optimal footstep locations that satisfy
the modeling constraints.

The resulting high-level plans are executed
on the robot by the WBC, formulated as a QP.
Unlike conventional humanoid control approaches
that consider only the robot’s own dynamics,
our WBC models the coupled humanoid–object
system, enabling direct regulation of interaction
forces. The stiffness modulation module adjusts
the parameters of the I-LIP’s virtual coupling
in real time to improve compliance tracking and
maintain a desired relative motion between the
humanoid and the object.

Forward and lateral motions are defined as
movements of the humanoid along its local X ′ and
Y ′ axes, respectively, as illustrated in Fig. 2(c),
while turning motion corresponds to rotations
about the Z-axis. For clarity, both the local coor-
dinate frame and the global (world) frame are
shown in the figure.

Let xc = [xc, yc]⊤ and ẋc = [ẋc, ẏc]⊤ denote
the global X- and Y -component position and

velocity, respectively, of the Digit’s center of mass
(CoM). The global position of the stance foot is
given by u = [ux, uy]⊤, with the Z-component of
all foot strikes assumed to be zero. Similarly, the
object’s global position and velocity are denoted
by xb = [xb, yb]⊤ and ẋb = [ẋb, ẏb]⊤, respectively.

For compactness, we define the concatenated
state vectors Xc = [xc, ẋc]⊤ for the humanoid
and Xb = [xb, ẋb]⊤ for the object. The yaw
angles of the stance foot and the object are
denoted by θs and θb, respectively. As shown in
Fig. 1, the high-level planning block takes the
tuple (Xc,Xb,u, θs, θb) as input for subsequent
computations in the I-LIP model, the admittance
model, and the MPC module, described in the
following subsections.

2.1 Interaction Linear Inverted
Pendulum (I-LIP)

Hierarchical humanoid control architectures com-
monly employ simplified dynamic models for CoM
motion and footstep planning, while whole-body
controllers execute the resulting trajectories on
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the full-order system (Wensing et al. 2024). Sim-
plified models provide computationally tractable
planning by reducing the dimensionality and non-
linearity of the optimization problem. In this
work, we adopt the I-LIP model for prediction and
motion planning.

Figure 2(a) illustrates the I-LIP model used
for predicting the evolution of the robot’s CoM.
The I-LIP extends the classical LIP model (Kajita
et al. 2001) to incorporate the influence of inter-
action forces and object motion into footstep and
CoM planning. The I-LIP consists of a massless
prismatic leg and two point masses representing
the CoMs of the robot and the object. One end
of the leg pivots at the stance foot contact point
on the ground, while the other is attached to the
point mass corresponding to the robot’s CoM.
The two point masses are connected by linear
springs and dampers in both the X ′ and Y ′ direc-
tions, as shown in Fig. 2(c). The stance foot also
has a yaw (heading) angle, and the springs and
dampers are oriented along the local coordinate
axes defined by this heading. In the model, the
object is assumed to move with a constant veloc-
ity, denoted by vb

d = [vbxd , vbyd ]⊤. This velocity is
estimated using an exponential moving average of
the current measured object velocity, computed
as:

vb
d(t) = αvb

d(t− dt) + (1− α)ẋb (1)

where α ∈ (0, 1] is the smoothing factor, t is the
current time, and dt = 2 ms is the time period of
the low-level control loop. The kth step of the I-
LIP occurs over the time interval [kT, (k + 1)T )
between two consecutive foot strikes, where T
denotes the step duration. In Fig. 2(a,c), uk =
u(t = kT ) and θsk represent the position and
the heading (yaw) of the stance foot during the
kth step. The vectors Xc

k = Xc(t = kT ) and
Xb

k = Xb(t = kT ) denote the CoM state vectors of
the robot (Xc) and the object (Xb), respectively,
at the start of the kth step. The stepping sequence
alternates between the left and right foot; thus, if
uk corresponds to the left stance foot, then uk+1

corresponds to the right stance foot.
The dynamics of the CoM of the robot in

I-LIP are described by

mcẍ
c = mcω

2
o(x

c − u) +

R(θs)Kt

(
R(θs)

)⊤ (
xb
init + vb

dt− xc − xd
m

)
+R(θs)B

(
R(θs)

)⊤ (
vb
d − ẋc

)
(2)

where ωo =
√
g/h, g is the magnitude of the

gravitational acceleration, h is the height of the
robot’s CoM from the ground, xb

init is the ini-
tial position of the CoM of the object, and xd

m is
the x-y component natural length of the spring.
Kt = diag(Kx

t ,K
y) is the spring constant matrix

at the instant the high-level planner is initiated.
The subscript t in Kt and K

x
t indicates that these

values vary with time according to the stiffness
modulation block in Fig. 1. However, within the
high-level planning block they are fixed to the
value at the instant the planner is invoked and
remain constant until the planning process is com-
pleted. B = diag(Bx, By) is the damping constant
matrix. The purpose of the springs and dampers
in the I-LIP model is not to estimate the interac-
tion forces acting on the CoM. Instead, they are
introduced to induce corrective adjustments in the
footstep planning to compensate for interaction
forces and moments arising from the heavy load.
These corrections are further regulated through
stiffness modulation (Section 2.5), ensuring that
the desired task objectives, such as target distance
and velocity, are ultimately achieved. By applying
the analytical solutions of the non-homogeneous
linear differential equations in (2), the step-to-step
discrete dynamics of the I-LIP fc can be derived
as shown below.

Xc
k+1 = fc(X

c
k,x

b
k,v

b
d,uk, θ

s
k,Kt, T ) (3)

Similarly, the step-to-step evolution of the CoM
of the object under the constant object velocity
assumption is given by:

Xb
k+1 = fb(x

b
k,v

b
d, T ) =

[
xb
k + vb

dT
vb
d

]
(4)

If we assume that the system is in the (k − 1)th

step, the I-LIP block in Fig. 1 utilizes the func-
tions fc and fb, and xb

init as the current state to
predict the COM states of the robot (Xc

k) and
the object (Xb

k) at the end of the current step.
As illustrated in Fig. 1, the tuple (Xc

k,X
b
k, θ

s, θb)
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is subsequently provided to the admittance model
and MPC blocks for further planning.

Due to the physical limitations of the robot,
the I-LIP formulation additionally incorporates
kinematic constraints on the admissible region of
the subsequent foot placement. Figure 2(d) illus-
trates the feasible foot placement region for the
subsequent step of the I-LIP. This region is param-
eterized by the following quantities: lx: maximum
footstep length in the forward direction, ly: maxi-
mum footstep length in the lateral direction, and
df : foot width. The feasible foot placement region
is defined as:

Uk(θ
s
k) = {(ux, uy) |

− lx ≤
(
R1(θ

s
k)
)⊤(

uxk+1 − uxk
)
≤ lx,

df ≤ n
(
R2(θ

s
k)
)⊤(

uyk+1 − uyk
)
≤ ly},

(5)

where n = 1 if the stance foot is the right foot,
and n = −1 otherwise. The subscripts 1 and 2

in
(
R(·)

)⊤
denote the first and second rows of

the rotation matrix, respectively. For the lateral
Y ′ direction, an additional constraint ensures that
the left and right legs do not cross. Furthermore,
a clearance equal to the foot width is included to
prevent collisions between the swing foot and the
stance foot.

The states predicted at the end of the step
are subsequently used in the admittance model to
compute the desired CoM motion corresponding
to a specified compliant behavior. These results
are then provided to the MPC module for gener-
ating the footstep pattern.

2.2 Compliance Shaping via
Admittance Model

Admittance control is a widely used technique in
human-robot collaboration (Ajoudani et al. 2018)
for enabling safe interaction and achieving compli-
ant behavior of the robot during physical contact.
In this work, an admittance model is integrated
with the footstep pattern generator to regulate
the compliant behavior of the humanoid dur-
ing co-transportation. The objective is to realize
compliant behavior by leveraging both the step-
ping pattern and the arm motions within the
whole-body control framework.

The admittance model consists of two point
masses connected by a spring and a damper, as

illustrated in Fig. 2(b). The robot and the object
are represented as point masses with masses mc

and mb, respectively. These are coupled through
a pair of springs and dampers oriented along the
heading direction defined by the stance foot yaw.

The stiffness and damping parameters of these
elements can be tuned to achieve the desired com-
pliant behavior between the robot and the object.
For instance, a lower stiffness value increases the
robot’s compliance relative to the object, whereas
a higher stiffness reduces compliance.

We assume that the object moves with a con-
stant velocity vb

d, as computed in the previous
subsection. This constant-velocity assumption in
the I-LIP and admittance model applies only to
future box velocity predictions over the 1.5 s MPC
horizon. However, vb

d is updated at each con-
trol iteration (500Hz) via (1). Consequently, the
humanoid is able to handle non-constant velocity
motions, as demonstrated in Section 3.2. Under
this assumption, the dynamics of the robot’s CoM
in the admittance model can be expressed as:

mcẍ
c = R(θs)Ka

(
R(θs)

)⊤(
xb − xc − xd

)
+R(θs)Ba

(
R(θs)

)⊤(
vb
d − ẋc

)
(6)

xb = xb
init + vb

dt (7)

Here, xb
init is the initial position of the CoM

of the object. Ka = diag(Kx
a ,K

y
a ) and Ba =

diag(Bx
a , B

y
a ) are positive definite diagonal matri-

ces. It is important to note here that dynamics
in (2) and (6) might look similar, but they are
completely different models for their respective
purposes. While the purpose of I-LIP dynam-
ics in (2) is to aid footstep planning through
the MPC, the objective of the admittance model
is to provide the desired CoM states and foot-
step orientations of the robot at the end of each
future step. For a prediction horizon of N steps,
the admittance model dynamics are integrated to
obtain the N predicted end-of-step COM states
and corresponding footstep orientations.

Let the desired orientation of the stance foot
be denoted by θsa. Similar to previous definitions,
θsa(k) denotes the desired orientation of the stance
foot during the kth step. The orientations are com-
puted using a rotational spring–mass admittance
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model, expressed as:

θ̈sa = kθP(θ
b
d − θsa)− kθDθ̇

s
a (8)

Here, kθP and kθD are positive constants that rule
the compliant nature of the stance foot yaw with
respect to the object yaw. A damping term (kθDθ̇

s
a)

is added to stabilize the response. θbd denotes the
estimated intended yaw of the object. This esti-
mate is computed in a manner similar to vb

d,
as

θbd(t) = βθbd(t− dt) + (1− β)θb (9)

where β ∈ (0, 1] is the smoothing factor. The
dynamics for θsa (8) are derived under the assump-
tion that θbd remains constant over the next N
steps. These dynamics are integrated from the
initial value θsk−1 to obtain θsa(k + i) ∀ i =
0, 1, 2, . . . , N − 1. These desired orientations are
further utilized in the admittance model to obtain
the desired CoM states. It is important to note
that, within each step, the stance foot orientation
is fixed at θsk. Consequently, the actual evolution of
the heading follows a stepwise profile rather than
the smooth trajectories given by (8). Nonetheless,
these profiles coincide periodically at the end of
each step.

Using the analytical solution of the non-
homogeneous differential equation (6), along with
the desired stance foot orientations obtained
above, we define a function fa that maps the
robot’s CoM state at the start of the kth step,
(xc

k, ẋ
c
k), to the CoM state at the start of the

(k + 1)th step, (xc
k+1, ẋ

c
k+1):

xc
k+1, ẋ

c
k+1 = fa

(
xc
k, ẋ

c
k,x

b
k,v

b
d, θ

s
a(k), T

)
. (10)

Using Xc
k and Xb

k as inputs (as shown in
Fig. 1), and applying (10), the admittance model
block computes xc

a(k+i) = xc
k+i, ẋ

c
a(k+i) = ẋc

k+i,
∀ i = 1, 2, . . . , N , where N denotes the prediction
horizon of the MPC, i.e., the number of future
steps considered.

Let the output of the admittance model block
be denoted by the set Ak, where:

Ak =

N⋃
i=1

{xc
a(k + i), θsa(k)} (11)

This set is passed on as goal positions in the MPC
formulation that uses I-LIP and computes desired
footstep locations.

2.3 Walking Pattern Generation
using MPC

MPC is extensively used in the literature for
footstep planning of legged robots (Katayama
et al. 2023). Its predictive decision-making capa-
bility, inherent constraint-handling, robustness,
and ability to accommodate multi-objective opti-
mization make it a strong candidate for this
task.

We formulate the walking pattern generator
for physical human–humanoid collaboration as an
MPC problem. The MPC is formulated as a QP
subject to constraints on foot placement and CoM
states. It takes the current states (Xc

k,X
b
k), the

goal states Ak, and the stiffness parameters Kt as
inputs and and optimizes future foot placements of
the I-LIP model over an N-step prediction horizon
to track the desired CoM trajectory generated by
the admittance model. The outputs is the optimal
(x, y) position of the stance foot for the next step,
uk. The formulation is as follows:

minimize
Xc

i+1,ui

k+N−1∑
i=k

Ji
(
xc
i ,ui−1, θ

s
a(i− 1)

)
(12)

subject to Xc
i+1 = fc(X

c
i ,x

b
i ,v

b
d,ui, θ

s
a(i),Kt, T )

(13)

ui = (uxi , u
y
i ) ∈ Ui (14)

The decision variables of the optimization are
the robot’s CoM states, Xc

i+1, and the stance foot
positions, ui, for all i ∈ {k, k + 1, . . . , k +N − 1}.
It is important to note that the yaw angles are
not included as decision variables; instead, the
desired yaw values are provided directly as param-
eters of the optimization. This choice ensures that
the MPC formulation remains convex. The opti-
mization is subject to two constraints: (i) the
step-to-step dynamics of the I-LIP model (13),
and (ii) the foot placement constraint (14). The
cost Ji is defined as a weighted sum of two indi-
vidual cost terms, Φi,1 and Φi,2. These terms are
defined identically for all values of i. For instance,
for i = k, these are given by the expressions
detailed below.
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2.3.1 Goal position tracking

This objective term penalizes the deviation
between the robot’s CoM position and the corre-
sponding goal position, thereby promoting foot-
step patterns that minimize this error. The cost is
defined as:

Φk,1 =
(
xc
k − xc

a(k)
)⊤

Kθs
a(k−1)

(
xc
k − xc

a(k)
)
,

(15)

Kθs
a(k−1) = R

(
θsa(k − 1)

)⊤
KΦ R

(
θsa(k − 1)

)
,

(16)

where KΦ is a positive-definite diagonal gain
matrix. The gains are first selected in the local
X ′ (forward) and Y ′ (lateral) directions, and then
rotated into the world frame using the current
stance foot yaw θsa(k−1). This formulation enables
independent tuning of stability in the forward and
lateral directions.

2.3.2 CoM-foot distance regulation

The second cost term penalizes the distance
between the robot’s CoM and the stance foot
at the end of the step. This discourages foot-
step placements that lead to increased distance
between CoM and the foot, which can cause the
robot to fall. A similar principle appears in the
capture point concept for the LIP (Koolen et al.
2012), where a larger separation between the cap-
ture point and the foot corresponds to a state
closer to a fall.

For our case, the cost is defined as:

Φk,2 =
(
xc
k − uk−1

)⊤
Bθs

a(k−1)

(
xc
k − uk−1

)
, (17)

Bθs
a(k−1) = R

(
θsa(k − 1)

)⊤
BΦ R

(
θsa(k − 1)

)
,

(18)

where BΦ is a positive-definite diagonal gain
matrix.

The cost Ji in the MPC objective is then given
by:

Ji
(
xc
i ,ui−1

)
= ϕ1 Φi,1 + ϕ2 Φi,2,

where ϕ1 and ϕ2 are diagonal matrix weights
chosen according to the relative importance of
each term. Once the MPC problem is solved, the
next planned footstep location uk and orientation
θsa(k) are sent to the low-level controller for foot
placement tracking, as shown in Fig. 1.

Fig. 3 Configuration space of the coupled sytem compris-
ing of Digit and the box.

2.4 Whole Body Control using a
Quadratic Program

The objective of the WBC, or the low-level con-
trol, is to execute the high-level plan generated
by the MPC on Digit. We formulate the WBC as
a QP subject to a set of constraints and objec-
tives. The objectives encompass both task-space
and joint-space goals, such as swing foot trajectory
tracking, torso orientation regulation, and other
tasks described in detail below. The constraints
ensure that the resulting control commands are
consistent with the robot’s dynamics and comply
with any additional bounds imposed on the states
or decision variables.

As shown in Fig. 1, the QP receives as inputs
the current state of the system (q,v), the forces
applied by the human, and the footstep plan
(uk, θ

s
a(k)) provided by the high level planning

block. The solution of the QP yields the joint
torque commands τ , which are then sent to Digit
for execution.

In the subsections that follow, we first provide
a description of the humanoid robot Digit and
define the system’s state space (q,v). We then
present the constraints and objectives used in the
formulation of the low-level QP.

2.4.1 Coupled System: Digit and the
Object

Digit is modeled as a tree structure composed of
rigid bodies connected through joints. Its struc-
ture can be divided into five major assemblies:
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torso, left arm, left leg, right arm, and right leg.
The overall joint configuration is illustrated in
Fig. 3. The torso, arms, and legs have 6, 4, and 8
degrees of freedom (DoFs), respectively. In total,
Digit possesses 30 DoFs, of which 20 are actuated
and 4 are passive; the remaining 6 correspond to
the position and orientation of the torso.

Let the position of the torso with respect to the
inertial frame be denoted by po = (xo, yo, zo) ∈
R3, and let Qo ∈ SO(3) represent its orientation.
The torso serves as the parent body for both the
legs and arms.

Each leg, i ∈ {L,R}, is connected to the torso
through a 3-DoF hip joint parameterized by yaw,
roll, and pitch angles: qihy, q

i
hr, and qihp, respec-

tively. This joint connects the torso to the thigh.
At the distal end of the thigh, a knee joint (qik)
and a shin spring (qis) connect the thigh to the
shin link. The shin and the tarsus are linked via
a joint parameterized by qt. The heel-spring (qihs)
attached to the tarsus connects to the thigh to
form a compliant kinematic loop. The leg ends
with a heel with two degrees of freedom described
by corresponding roll (qitr) and pitch (qitp) angles.
It is actuated using two four-bar mechanisms
parametrized by qta and qtb. Finally, each arm,
i ∈ {L,R}, attached to the torso is parametrized
by shoulder yaw (qisr), roll (q

i
sr), pitch (qisp) and

elbow (qie) angles. Each leg/arm pair configuration
is denoted by qi as shown below.

qi∈{L,R} = (qihy, q
i
hr, q

i
hp, q

i
k, q

i
s, q

i
t, q

i
hs, q

i
tr, q

i
tp,

qita, q
i
tb, q

i
sy, q

i
sr, q

i
sp, q

i
e) (19)

For each leg, the 11 configuration variables repre-
sent the open-chain configuration and are not all
independent degrees of freedom. Due to the three
closed-loop kinematic constraints present in each
leg, these variables correspond to 8 independent
operational degrees of freedom. This nomenclature
follows the configuration representation provided
by the Digit humanoid’s onboard state estimator
and previous literature (Narkhede et al. 2022) on
the Digit humanoid platform.The state space of
the entire free-floating Digit denoted by (q′,v′) is
given by:

q′ = (po,Qo,qL,qR) (20)

v′ = (ṗo,ωo, q̇L, q̇R) (21)

where ωo is the angular velocity of the torso in
body frame. Let Qb ∈ SO(3) represent the orien-
tation of the object. The complete state space of
Digit with the states of the object is given by

q = (q′,xb,Qb) ∈ R44 (22)

v = (v′, ẋb,ωb) ∈ R42 (23)

where ωb is the angular velocity of the box in the
inertial frame.

2.4.2 Constraints

The literature on whole-body control for pHHI
typically treats interaction forces as external dis-
turbances within the system dynamics, without
explicitly planning for these forces. In contrast,
our approach models the coupled dynamics of the
robot (Digit) and the object, enabling the robot
to actively regulate the interaction forces. This
formulation also provides the flexibility to control
both the position and orientation of the object.

In our walking model, locomotion alternates
between left and right single-support phases, with
the double-support phase assumed to have negli-
gible duration. The dynamics of Digit during the
single-support phase are expressed as:

D(q)v̇ +C(q,v) =S⊤
τ τ +

(
J(q)

)⊤
λ + (24)(

JL(q)
)⊤

λL +
(
JR(q)

)⊤
λR

where D(q) is the inertia matrix, C(q,v) is
the matrix containing velocity-dependent terms
and gravitational forces, and Sτ is the selection
matrix for the actuated joints. JL(q) denotes
the Jacobian associated with the ball-joint con-
straint between the left hand and the object,
and λL = [λxL, λ

y
L, λ

z
L]

⊤ ∈ R3 is the correspond-
ing generalized force. An analogous notation is
used for the right hand, replacing the subscript
‘L’ with ‘R’. J(q) denotes the Jacobian of all
holonomic constraints not involving the object,
and λ ∈ R16 are the associated generalized
forces. These constraints include: (a) six closed-
loop kinematic constraints arising from the Digit’s
mechanical structure, (b) a stance-foot contact
constraint, and (c) stiff spring constraints. The
closed-loop kinematic constraints are handled in
a manner similar to the approach used for the
Cassie robot (Reher and Ames 2021). All these
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constraints are incorporated as:

J(q)v̇ + J̇(q,v)v = 0 (25)

Next, we incorporate the dynamics of the object,
which is modeled as a single rigid body. Letαb and
ωb denote the angular acceleration and angular
velocity of the object, respectively, expressed in
the world frame. The object’s moment of inertia
matrix in the body frame is denoted by Ib, and
its mass by mb. Let Fh and Mh represent the net
forces and moments applied by the human at the
object’s CoM in the world frame. The rotation
matrix R ∈ SO(3) transforms quantities from the
object frame to the world frame, and Fg denotes
the gravitational force. Finally, let rL and rR be
the vectors, expressed in the world frame, from
the object’s CoM to the left-hand and right-hand
contact points, respectively. The dynamics of the
object can then be expressed as:

Mh − rL × λL − rR × λR = RIbR
Tαb

+ ωb ×RIbR
Tωb

(26)

mbẍ
b = Fg − λL − λR + Fh (27)

Finally, we add 2 ball joint constraints between
the two arms and the object:

Ji(q)v̇ + J̇i(q,v)v =ẍb + ri ×αb + (28)

ωb × (ωb × ri) ∀ i ∈ {L,R}

This completes the constraints regarding model-
ing the coupled system. Next, we require the foot
contact wrench, (λx, λy, λz, λmx, λmy, λmz) to lie
inside the linearized Contact Wrench Cone (CWC)
K (Caron et al. 2015). We also bound the input
torque and interaction forces at the hands as:

lbτ ≤ τ ≤ ubτ (29)

lbh ≤ λi ≤ ubh ∀ i ∈ {L,R} (30)

Here, lbτ and ubτ are the lower and upper bounds
on the input torque, τ . Moreover, lbh and ubh

are the lower and upper bounds on the interaction
forces between the box and the hand.

2.4.3 Trajectory Tracking Objectives

We now describe the objectives related to track-
ing the desired trajectories of various quantities

of the Digit humanoid. These quantities include
the trajectory of the swing foot, the orientation of
the swing foot, the orientation of the torso, and
the partial orientation of the object. Let the errors
between the desired and actual values of these
quantities be stacked into the vector e ∈ R11.
The corresponding tracking objective, commonly
adopted in the literature (Narkhede et al. 2022),
is to minimize the cost function Ψ1, defined as:

Ψ1 = ||ë+KDė+KPe||2 (31)

where,KD andKP are appropriately selected gain
matrices.

To align the torso orientation with the esti-
mated intended yaw of the object, we define the
desired torso orientation as

Qtorso
des = Q(0, 0, θbd),

where Q(·) denotes the function that converts
roll–pitch–yaw angles into a quaternion represen-
tation.

Using the MPC plan for the next step
(uk, θ

s
a(k)), we get the desired swing foot trajec-

tory as:

pdes
sw (s) =


(
1+cosπs

2

)
pxsw(k − 1) +

(
1−cosπs

2

)
uxk(

1+cosπs
2

)
pysw(k − 1) +

(
1−cosπs

2

)
uyk

P (s, zcl)


(32)

Here, s is a phase variable linearly varying from 0
at the start of the step to 1 at the end of the step.
P is a fourth-order polynomial in s, designed to
ensure that the swing foot starts with zero initial
vertical velocity and zero initial vertical position
with respect to the stance foot, while attaining a
maximum height of zcl during the step. psw(k) =[
pxsw(k) p

y
sw(k) p

z
sw(k)

]T
is the swing foot position

at the start of the kth step. For the orientation
of the swing foot, we set the desired orienta-
tion Qsw

des = Q
(
0, 0, θsa(k)

)
, where Q(·) converts

roll–pitch–yaw angles into quaternion form.
The robot is selectively commanded to control

the roll and pitch of the object, maintaining both
at a desired value of zero. All orientation errors
are expressed in the global frame. The desired
quaternion for the object is defined as Q(0, 0, 0);
however, the weight associated with the z-axis
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rotation is set to zero. This formulation implicitly
governs the object’s vertical position based on the
human’s input: when the human raises or lowers
the box, a pitch error is detected, prompting the
robot to adjust the height accordingly. Rotation
about the z-axis is handled separately through a
dedicated objective that enforces compliance in
yaw.

2.4.4 Other Objectives

We impose objectives on both the humanoid
and object center-of-mass (CoM) accelerations to
achieve the compliant behavior prescribed by the
admittance model. This formulation allows the
robot’s arms to actively contribute to compliance,
complementing the stepping pattern generated by
the MPC. Let ac and ab denote the desired CoM
accelerations of the humanoid and the object,
respectively. These quantities are obtained from
the admittance model depicted in Fig. 2(b) and
are computed as:

mca
c = R (θs)Kh

(
R (θs)

)⊤(
xb − xc − xd

)
+R(θs)Bh

(
R(θs)

)⊤(
ẋb − ẋc

)
(33)

mba
b = Fh −R(θs)Kh

(
R(θs)

)⊤(
xb − xc − xd

)
−R(θs)Bh

(
R(θs)

)⊤(
ẋb − ẋc

)
(34)

Here, Kh = diag(Kx
h ,K

y
h) and Bh =

diag(Bx
h , B

y
h) are different from those in the

admittance model, as we hypothesize that low-
compliance desired trajectories at the high level
and high-compliance desired trajectories at the
low level lead to more efficient collaboration. We
prove this hypothesis in the results section of this
paper. The apparent inertia experienced by the
human can be modified by adjusting the masses
of the object and the robot in these equations.
The tracking objective for the humanoid CoM
acceleration is defined as

Ψ2 = ∥ẍc − ac∥2 , (35)

while the corresponding objective for the object
CoM acceleration is given by

Ψ3 =
∥∥ẍb − ab

∥∥2 . (36)

In most frameworks, the desired CoM accelera-
tion for the low-level controller is derived from

the simplified model used for planning (Kumb-
har and Artemiadis 2025). In this work, however,
we instead use the accelerations from the admit-
tance model as the desired CoM accelerations,
thereby promoting local compliance. This choice is
motivated by the fact that the high-level planner
enforces a desired compliance objective, whereas
the stiffness modulation only attempts to track
the desired distance between the humanoid and
the object. Consequently, the desired accelerations
generated by the I-LIP model do not exclusively
promote compliance. We have similar costs on the
yaw acceleration of the object given by:

Ψ4 =
∥∥∥θ̈b − αb

∥∥∥2 . (37)

Here, αb is the desired acceleration given by the
admittance model as:

αb = kbP(θ
s − θb)− kbDθ̇

b (38)

Here, kbP and kbD are positive constants for mod-
ulating the stiffness in the rotational z direction.
We add the small damping term (kbDθ̇

b) to stabi-
lize the response. The CoM in the I-LIP model is
represented as a point mass and, therefore, cannot
capture the effects of angular momentum on Digit.
We, therefore, minimize the angular momentum
as done by Narkhede et al. (2022). We compute
the angular momentum of the digit about its
CoM, η2 = Aangv. Here, Aang is the part of the
centroidal momentum matrix. The minimization
objective is given by:

Ψ5 = ||η̇2 +Kangη2||2. (39)

Kang is appropriately selected gain matrix. Next,
we also minimize the input torque as:

Ψ6 = ||τ ||2 (40)

Finally, we minimize the x and y direction forces
at the point of interaction between the box and
the arms of the robot.

Ψ7 = ||λLxy||2 + ||λRxy||2 (41)

The coupled dynamics defined by (24), (26), and
(27) enable direct minimization and bounding of
interaction forces via (41) and (30).
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2.4.5 Weighted QP

To formulate the optimization problem, we con-
struct a single quadratic cost function by taking
a weighted sum of the objectives described above.
Together with the system constraints, this cost
function defines the QP, expressed as:

minimize
v̇,ẍb,αb,τ ,λ,λL,λR

7∑
i=1

ψiΨi (42)

subject to (24), (25), (26), (27), (28), (29), (30)

(λx, λy, λz, λmx, λmy, λmz) ∈ K
(43)

The weighting gains ψi, ∀i ∈ {1, 2, 3, 4, 5, 6, 7}
are chosen based on the relative priority of the
corresponding objectives. The final constraint
enforces that the contact wrench at the stance foot
lies within the linearized contact wrench cone K.

2.5 Stiffness Modulation

The springs and dampers in the I-LIP model apply
forces to the robot’s CoM during the footstep
planning phase, thereby adjusting the planned
footstep pattern based on these interaction forces.
We hypothesize that using constant spring and
damper parameters will not yield the desired com-
pliant behavior between the object and the robot,
due to discrepancies between the forces actually
experienced by the CoM and those predicted by
the I-LIP model. Kumbhar and Artemiadis (2025)
prove this hypothesis for straight line walking.
However, their approach employs a global tra-
jectory from the admittance model for stiffness
modulation, which does not produce local com-
pliance. In this work, we modify the stiffness
modulation to achieve convergence to a desired
distance between the humanoid and the object
rather than to a global trajectory. While this does
not fully realize local compliance, the modulation
now operates toward convergence to the desired
distance (xdx) prescribed by the local compliance
objective. Additionally, we adopt this strategy for
considering turning maneuvers as well.

The modulation of the stiffness of the x-
component spring at each iteration of the low-level
control loop is given by:

Kx
t = Kx

t − kx1
(
xbl (t)− xcl (t)− xd

)
(44)

− bx1
(
ẋbl (t)− ẋcl (t)

)

xi
l =

(
R(θs)

)⊤
xi ẋi

l =
(
R(θs)

)⊤
ẋi i ∈ {b, c}

(45)

During hardware experimentation, the initial stiff-
ness was set to Kx

0 = 103.4 N/m, while the
stiffness modulation gains were chosen as kx1 =
0.235 N/m2 and bx1 = 2.35 Ns/m2. These values
were selected through simulation experimenta-
tion to achieve stable collaborative behavior. The
initial stiffness primarily governs the transient
response at the onset of interaction, whereas kx1
and bx1 determine the trade off between maintain-
ing the desired humanoid-object separation and
humanoid object velocity matching.

The objective of this modulation is not to pre-
cisely estimate the forces experienced by the CoM,
but rather to adjust them such that the step-
ping pattern generated by the MPC achieves the
desired compliant behavior while promoting con-
vergence of the distance between the CoMs of
the robot and the object to the target value xdx.
This approach is analogous to concepts in adap-
tive control theory, where the primary goal is to
accomplish the task while estimating unknown
parameters, with the understanding that these
estimates may differ from their true values.

3 Results

We validate our proposed framework through both
simulation studies and real-world experiments1

on the humanoid platform Digit. The evalua-
tion spans multiple collaborative locomotion and
manipulation tasks, including in-place walking
under varying compliance levels, two-dimensional
translations, and turning maneuvers. Combina-
tions of these basic maneuvers can be used to
realize more complex behaviors such as naviga-
tion in cluttered environments or operation within
structured workspaces. Through our framework,
these maneuvers are autonomously executed with-
out needing thresholding or state machines.

The control framework is first tested in the
MuJoCo physics engine (Todorov et al. 2012)
and then deployed on the real robot. To reduce
the sim-to-real gap, we add actuator dynamics
through the MuJoCo plugin, include joint friction
and damping, inject observation noise, introduce

1A video of the experimental demonstrations is available at:
https://www.youtube.com/watch?v=VeCh9ycYWWA
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delays in control commands, and vary spring
parameters in the humanoid model. Together,
these measures significantly improved the fidelity
of the simulation environment. As a result,
controllers designed and validated in MuJoCo
required only minimal tuning when transferred to
the physical robot. All results presented in this
work are therefore based on successful execution
on the real Digit platform, with simulation serving
as a critical intermediary step for safe, systematic,
and resource-efficient validation. In addition, we
developed a standing controller for collaborative
lifting, but its details are omitted due to space con-
straints and the focus of this work. A finite state
machine governs the transition between standing
and walking modes to conduct all experiments
presented in this paper.

This version of Digit lacks wrists to emulate
ball joints. To provide wrist functionality and
enable interaction force measurement, we designed
an aluminum box, housing four ATI Axia130
M125 force-torque sensors: two on the human
side, terminating in handles, and two on Digit’s
side, connected through a ball-joint and gaunt-
let design, as shown in Fig. 4. Our work relies
on direct force-torque sensor measurements on the
human side. When direct measurements are not
available, these forces and torques can also be esti-
mated using methodologies reported by Haddadin
et al. (2017).

The box weighs 15 kg or 33 pounds. Addi-
tionally, we use a camera-based motion tracking
system and related software (Optitrack Motive
3.1.1) for obtaining the orientation of the box
using reflective markers. Box spatial velocity esti-
mates are computed using a Kalman filter driven
by pose measurements from the motion capture
system. Similarly, the humanoid torso linear veloc-
ity is estimated via a Kalman filter using motion
capture position data, while the remaining state
estimates are provided by digit’s in-built estima-
tor. The Kalman filter gains are tuned to ensure
that the noise amplitude of the resulting velocity
signals is comparable to that of the built-in esti-
mator. While the reliance on an external motion
capture system restricts these physical validation
experiments to a laboratory environment, we per-
formed a simulation-based sensitivity analysis to
verify that the MPC and the coupled whole-
body framework inherently preserve dynamic bal-
ance under feedback degradation. Specifically, we

Fig. 4 Physical box used for the collaboration task. The
box itself is made of aluminum and weighs around 15 kg.
The hands of Digit are connected to the box through a 3D-
printed gauntlet and stainless steel ball joint assembly. The
interaction ports at the human and robot side also consist
of force torque sensors.

injected a 15 ms control input delay and cor-
rupted the motion-capture-derived states with a
zero-mean Gaussian noise up to a maximum stan-
dard deviation of 0.1 m/s for linear velocities,
0.1 rad/s, and 0.1 rad for orientations. The pro-
posed framework successfully maintained dynamic
balance and experienced an approximate 14.8%
drop from 0.981 to 0.836 in the task efficiency
metric (η). Future work will address the use of
onboard camera sensors and the ability to handle
the associated noisy signals.

In the following subsections, we present the
analysis and main contributions of our framework
in the context of co-transportation tasks involv-
ing heavy objects. All the analysis done is for the
walking controller.

3.1 In-place Walking and Joint
Manipulation Evaluation

This task involves a human and the humanoid lift-
ing an object and keeping it in one place. The
humanoid is doing in-place walking throughout
the experiment. Figure 5 illustrates the progres-
sion of the experiment over time through images,
with the accompanying plots presenting the anal-
ysis and results. Through these experiments, we
aim to demonstrate the following aspects of the
framework:
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Fig. 5 Results on collaborative in-place walking task.
Top: snapshots show the humanoid sharing the load while
stepping in place. Bottom: the subscript l in the vari-
ables indicates representations in the local frame about the
stance foot (X′, Y ′). (a) The distance between the CoMs
of the humanoid and the object (xb

l − xc
l ) converges to the

desired value of 0.6 m. (b) Vertical direction forces applied
by the human and the robot (F z

h , F
z
r ) on the object. (c,d)

Modified capture point offsets in the locally forward (ϵcx,l)

and lateral direction (ϵcy,l) remain bounded, indicating sta-

bility.

Tracking of desired distance from the
object

Figure 5(a) shows the distance between the
humanoid’s CoM and the box converging to the
desired 0.6 m over time, demonstrating that the
MPC generates footstep patterns that keep the
robot close to the box. Stiffness modulation fur-
ther enhances this behavior by enabling adaptive
stepping to achieve convergence to desired dis-
tances. The small oscillations observed in the
trajectory are primarily caused by the impacts
generated during the robot’s stance foot switching
in in-place walking.

Evaluation of load sharing

Figure 5(b) shows the z-direction forces applied
by the humanoid and the human during the task.
The humanoid carries more than half of the load,
thereby reducing the vertical effort required from
the human by more than 50%. The interaction
force distribution depends on the relative loca-
tions of the contact points with respect to the
box center of mass. In our setup, the CoM of the
box is located closer to the robot-side interaction
ports than to those of the human. Consequently, to
maintain static equilibrium while enforcing a zero-
pitch objective, the robot naturally supports more
than 50% of the load. As a result, the interaction
force applied by the human remains consistently
lower than that applied by the robot. For col-
laborative tasks, particularly those difficult for a
human to perform alone, such as heavy object
transportation or long-duration efforts, effective
load sharing reduces human effort, enhances sta-
bility, and promotes ergonomics, thereby improv-
ing the overall efficiency of the task.

Evaluation of stability through footstep
patterns

The concept of a capture point is widely used
for controlling legged robots and also serves as a
metric for stability and dynamic balance. Bound-
edness of the capture point about the stance foot
indicates stability in the sense of balance. The far-
ther the capture point from the stance foot, the
more prone it is to falling. To evaluate stability
in the presence of external forces, we use a mod-
ification of this capture point to account for the
external forces and their effect on the dynamic
balance capabilities of the humanoid. The math-
ematical definitions of capture point emerge from
the divergent component of the LIP model. The
dynamics of this model in the presence of external
forces is given by:

mcẍ
c = mcω

2
o(x

c − u) + Fext (46)

Here, Fext is the equivalent force at the CoM
that produces the same moment about the stance
foot as the interaction forces at the hands. The
above equation can be rearranged as:

ẍc = ω2
o

(
xc +

Fext

mcω2
o

− u
)
. (47)
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We define a force and position combined state
variable (γc) as:

γc = xc +
Fext

mcω2
o

(48)

Assuming the derivatives of forces (Fext) are zero
and substituting γc in (47) we get:

γ̈c = ω2
o(γ

c − u). (49)

These dynamics are similar to the dynamics of the
LIP model. Using concepts from the capturabil-
ity frameworks (Koolen et al. 2012), we define the
modified capture point, ξc as:

ξc = γc +
γ̇

ωo
(50)

Walking stability and balance can be ensured
if the modified capture point is bounded with
respect to the stance foot. For all experiments, we
compute the modified capture point offset denoted
by ϵc and defined as the relative position of the
modified capture point from the stance foot, ξc−u
to demonstrate stability in the sense of dynamic
balance.

Remark: We do not aim to provide a formal
mathematical stability analysis. Instead, stability
is evaluated in terms of the ability to generate
appropriate footstep patterns to maintain balance
and to provide corrective footstep placements in
the presence of disturbances or abrupt motions,
similar to those presented in Section 3.2.

Figure 5(c,d) shows the plots of this offset in
the forward and lateral directions obtained by the

transformation
(
R(θs)

)⊤
ϵc. The results demon-

strate that the offset exhibits a near-periodic and
bounded behavior, which indicates stability/bal-
ance. Importantly, it does not diverge, confirming
that the MPC generates stepping patterns that
maintain stability even in the presence of external
interaction forces, thereby preventing falls.

3.2 Evaluation of the Effect of
Compliance

There are two primary ways in which compli-
ant behavior can be realized in human–humanoid
collaboration: through interactions at the hands
and through the stepping pattern. Prior work

by Kumbhar and Artemiadis (2025) has demon-
strated the use of an MPC framework to generate
stepping patterns that track a desired compliant
response. In this work, we extend these capa-
bilities by also leveraging the humanoid’s hands
to actively contribute to compliance during co-
transportation. Our framework enables the hands
and the stepping pattern to execute desired trajec-
tories coming from different levels of compliance
given by the stiffness and damping parameters.

We hypothesize that collaboration is most
efficient when the stepping pattern follows a rel-
atively stiff trajectory, while the hands exhibit
compliant behavior. The compliance at the hands
effectively creates a cushioning layer between the
humanoid and the box, which not only promotes
more stable locomotion but also improves the
human’s efficiency in maneuvering the object. On
the other hand, prescribing a low-compliance (i.e.,
stiff) trajectory for the stepping pattern enhances
the robot’s reactivity, thereby increasing human
efficiency in moving the box. However, when the
locomotion speeds are too high or the capture
point drifts far from the stance foot, the risk of
falling is higher for the case of stiff trajectories.

We prove our hypothesis through a dynamic
experiment, where the human as a leader is asked
to move the box forward and backward in an
approximately periodic fashion as shown in Fig.
6(top). This ensures that the position and veloc-
ity of the box change frequently for the com-
pliance properties to show effect. We run four
different experiments for all high-compliance and
low-compliance combinations of the desired tra-
jectories in the high-level planner and the control

Table 1 Average efficiency (η̄) for the four cases during
the periodic motion task.

Case Parameters(N/m & Ns/m) η̄

1
Kx

a = 500, Bx
a = 40 (Low)

Kx
h = 500, Bx

h = 40 (Low)
0.818

2
Kx

a = 25, Bx
a = 10 (High)

Kx
h = 25, Bx

h = 10 (High)
0.677

3
Kx

a = 500, Bx
a = 40 (Low)

Kx
h = 25, Bx

h = 10 (High)
0.814

4
Kx

a = 25, Bx
a = 10 (High)

Kx
h = 500, Bx

h = 40 (Low)
0.524
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Fig. 6 Top: Experiment illustrating the periodic motion task in which the human moves the box forward and backward
in a periodic fashion, as shown in the task progression snapshots. Bottom: The subscript l indicates representations in the
local frame about the stance foot (X′, Y ′). (a) Box velocity (ẋb

l ) in the forward direction for all four cases showing the
periodic motion. (b) Efficiency (η) of all four cases, showing high efficiencies in cases involving low-compliance objectives
for the stepping pattern. (c,d) Human and humanoid’s vertical force (F z

h and F z
r ) on the box, showing more than 50%

contribution from the robot. (e,f) Modified capture point offsets in the forward direction (ϵcx,l) and the lateral direction

(ϵcy,l). It remains bounded, indicating that the stepping pattern is able to capture the robot and prevent falls. (g,h) Forces

applied by the human (Fx
h ) and the humanoid (Fx

r ) in the forward direction.

objective for hands in the low-level controller.
Table 2 lists the four cases with their respective

parameters. For the following sections, param-
eters (Ki = 25N/m,Bi = 10Ns/m ∀ i ∈
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{h, a}) correspond to high compliance and (Ki =
500N/m,Bi = 40Ns/m ∀ i ∈ {h, a}) correspond
to low compliance. Here, instead of keeping the
damping parameter constant, we scale it to ensure
approximately critically damped behavior. Figure
6(a) shows the locally forward box velocity for
all four combinations. All four plots have almost
the same amplitude and frequency of oscillation,
showing a similar intended motion profile of the
human in all four cases of compliance.

To compare the four cases of compliance, we
introduce a collaboration efficiency metric. This
metric is defined as the ratio between the net effort
applied to the box to accomplish the task and
the total effort exerted by both the human and
the humanoid on the box. Effort is quantified as
the time integral of absolute power, capturing the
total work performed irrespective of whether it is
assistive or resistive. The net effort En is given by:

En =

∫ w

0

|(Fh + Fr) · ẋb| dx (51)

Here, Fh and Fr are the net forces applied by the
human and the robot on the box, while w is the
time window of the integral, which allows us to
quantify how the effort changes over time. The
total effort (Es) is defined as the sum of the indi-
vidual efforts of the human and the humanoid and
it is given by:

Es =

∫ w

0

(|Fh · ẋb|+ |Fr · ẋb|) dx (52)

Let η be the efficiency of the collaboration defined
as the ratio of net effort to the total effort:

η =
En

Es
(53)

The proposed metric quantifies the efficiency
with which net work is transferred to the object
during the collaborative task. A lower efficiency
indicates that a significant portion of the indi-
vidual efforts are either dissipated or cancel each
other out, i.e., the agents are working in oppo-
sition. This reduces the net work performed on
the object. This metric reflects not only task-level
performance but also serves as a proxy for the
degree of cooperation between the human and the
humanoid. Figure 6(b) shows the efficiency calcu-
lated over time for the four cases, using a sliding

window (w) of 7.67 s and a stride of 15.34 ms to
smooth out high frequencies. As can be seen, the
efficiency for Cases 1 and 3, corresponding to a
low compliance objective for the stepping pattern,
is higher than that of the other cases. We define
the mean efficiency, η̄, as the average value of
the efficiency computed using (53) across all slid-
ing windows over the duration of the experiment.
Table 2 shows the mean efficiencies (η̄) for the four
cases. Cases 1 and 3 have the highest and compa-
rable efficiencies, supporting our hypothesis that
low-compliance footstep objectives play a critical
role in enhancing efficiency during collaborative
tasks.

In all cases, the humanoid is lifting more
than half of the load of the box, as shown in
Fig. 6(c,d) by the vertical forces applied by the
human and the humanoid. Again, higher load
sharing contribution of the humanoid is a con-
sequence of the robot’s zero box-pitch objective.
Significantly reduced human load enables the co-
transportation of heavy objects and the execution
of long-duration tasks. Figure 6(e,f) shows the
modified capture point offsets for the local X ′

or forward axis, ϵcx,l, and Y ′ or lateral axis, ϵcy,l.
As can be seen, the offset stays bounded in
both directions, indicating that the robot is not
falling and is able to generate a stepping pat-
tern to maintain balance. Additionally, for the
lateral direction, it is similar or less in amplitude
compared to the in-place walking task, indicating
less correlation between the motion in the for-
ward and lateral directions. Perturbations in the
forward direction do not affect stability in the
lateral direction. Figures 6(g,h) show the forward-
direction forces exerted on the box by the human
and the humanoid. The framework demonstrates
robustness by maintaining balance even under
external forces exceeding 100N, with peak values
approaching 150N.

3.3 Straight Line Walking
Evaluation

Using this framework, we were able to achieve
varying forward speeds for the box carried by
the human-humanoid pair, with a maximum of
approximately 0.7 m/s. Figure 7 shows the dif-
ferent speeds achieved by the box during the col-
laboration. Under those conditions, we analyzed
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the efficiency and robot behavior under high-
compliance (Kx

h = 25.0N/m,Bx
h = 10.0Ns/m)

and low-compliance (Kx
h = 500.0N/m,Bx

h =
40.0Ns/m) objectives for the hands, while keeping
the footstep pattern objective fixed, to highlight
the contribution of the hands to efficient collabo-
ration. Figure 8(a) shows the locally forward box
velocity for both cases. Both plots have almost
the same trajectory, showing a similar intended
motion profile of the box in both cases of compli-
ance.

For effort calculations in the efficiency met-
ric, we consider only forward-direction forces and
velocities, reflecting the predominantly straight
walking nature of the task. Specifically, the dot
product computed in (51) and (52) converts to
a scalar product between the local x or forward
axis force measurements(F x

h and F x
r ) and the box

velocity (ẋb).
Figure 8(b) shows the efficiency calculated over

time for both cases. The efficiency for the case of
high compliance is consistently higher than that of
low compliance. This implies that high hand com-
pliance enables more efficient collaboration, with
the dyad working in synchrony to accomplish the
task. Figure 8(c,d) shows the forces applied by the
human and the humanoid in the vertical direction
on the box. Similar to previous experiments, the
humanoid contributes to more than 50% of the
load, significantly reducing human effort. Figure
8(e,f) shows the evolution of the modified capture
point offset, which remains bounded in both the
forward and the lateral directions without diverg-
ing. Figure 8(g,h) shows the forces applied by the
human and the humanoid on the box in the local
forward direction. These forces remain minimal,

Fig. 7 Different speeds of the box in the forward direc-
tion (ẋb

l ), low, medium and high, during the straight line
walking task.

indicating that the box is easily manipulated by
the human.

3.4 Complex Maneuvering
Evaluation

The proposed framework enables the humanoid
to execute complex maneuvers, including lateral
walking and turning. In the pure translation task
shown in Fig. 9 (left), the robot sequentially moves
forward, laterally left, laterally right, and finally
backward to its original position, passively follow-
ing the human’s lead. Figure 9 (right) illustrates
a semicircular task that combines translation and
yaw rotation, where the human moves the box
along a semicircular path and the robot follows
passively to complete the motion. It is important
to note that in all tasks, the humanoid has no
prior knowledge of the human’s intended trajec-
tory; it simply responds by following the motion
of the object.
Additionally, we validate our compliance hypoth-
esis in simulation for complex, multi-directional
co-transportation tasks. Equivalent real-world val-
idation is challenging because human intent con-
tinuously evolves to maintain balance, making it
difficult to reproduce identical payload trajecto-
ries across different compliance settings for a fair
efficiency comparison. Furthermore, task efficiency
(η) depends jointly on stability and compliance.
To isolate the effects of compliance, we designed
an experiment where the human is modeled as a
damper and its linear and angular velocity com-
mands are modulated by ±0.3 m/s every 2 s over
a 16 s horizon. Additionally, we set the desired
distance between the CoMs of the humanoid and
the object (xd) to 0.5 m. This velocity change
provides sufficient dynamic excitation to highlight
compliance differences without inducing aggres-
sive instabilities that would dominate the metric.
As a result, the baseline balance stability across
all tested compliance configurations (shown in
Table 2) remains tightly matched, as evidenced by
the overlapping modified capture point distribu-
tions in Fig. 10.

As summarized in Table 2, the ‘stiff legs, soft
hands’ paradigm (Case 3) yields the highest mean
collaborative efficiency of 0.753. Low leg compli-
ance ensures high reactivity to box motions, while
high arm compliance buffers the humanoid from
destabilizing interaction forces. Notably, when the
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Fig. 8 Experiment illustrating the straight walking task. Left: The human starts moving the box with an intended speed,
and the humanoid follows it as shown in the progression through images. Right: We analyze two cases, high and low
compliance in hands, for around the same velocity task. The subscript l indicates representations in the local frame about
the stance foot (X′, Y ′). (a) Box velocity (ẋb

l ) in the forward direction for both cases. (b) Efficiency (η) of the task shows
consistently higher values for high compliance. (c,d) Vertical forces applied by the human and the humanoid on the object
(F z

h and F z
r ), showing the load sharing. (e,f) Modified capture point offsets in the forward direction (ϵcx,l) and the lateral

direction (ϵcy,l). (g,h) Forces exerted by the human and the humanoid on the box in the forward direction (Fx
h,l and Fx

r,l),

which remain minimal.

robot enters highly transient, near-unstable states,
low arm compliance can temporarily support sta-
bility and efficiency, suggesting a compelling direc-
tion for future work in online, stability-driven
compliance parameter adaptation.

3.5 Comparative Evaluation of
Local and Global Compliance
Frameworks

Previous works by Agravante et al. (2019, 2016) do
not incorporate compliance between the humanoid
and the payload. Kumbhar and Artemiadis (2025)
addressed this by incorporating admittance model
states directly into the MPC footstep planner.
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Fig. 9 Progressions of the translational (left) and semi-circle task (right) over time. The humanoid is able to follow complex
trajectories for co-transportation tasks.

However, the resulting “global compliance” frame-
work did not include whole-body arm task objec-
tives to explicitly promote local compliance and

enhance the dynamic balance of the humanoid.
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Fig. 10 Distributions of the modified capture point off-
sets in the forward direction (ϵcx,l) and the lateral direction

(ϵcy,l) for all four cases of compliance settings.

Table 2 Average efficiency (η̄) for the four cases during
the complex motion task.

Case Parameters(N/m & Ns/m) η̄

1
Kx

a = 500, Bx
a = 40 (Low)

Kx
h = 500, Bx

h = 40 (Low)
0.718

2
Kx

a = 25, Bx
a = 10 (High)

Kx
h = 25, Bx

h = 10 (High)
0.701

3
Kx

a = 500, Bx
a = 40 (Low)

Kx
h = 25, Bx

h = 10 (High)
0.753

4
Kx

a = 25, Bx
a = 10 (High)

Kx
h = 500, Bx

h = 40 (Low)
0.666

To evaluate the benefits of the proposed archi-
tecture, we present a comparative simulation
study in MuJoCo against the “global compliance”
framework proposed by Kumbhar and Artemiadis
(2025), which serves as a representative baseline.

In this comparative simulation, the human
partner is modeled as a high-gain damping
controller tasked with maintaining zero pay-
load velocity. During a stable in-place walking
sequence, an abrupt force impulse is introduced
through the human controller to emulate an unin-
tended external perturbation, after which the
human partner immediately resumes the damp-
ing behavior. This impulse introduces a velocity
spike as shown in Fig. 11(a). We analyze the
humanoid’s response during the recovery phase
following the perturbation, focusing on recovery
efficiency and dynamic stability. The proposed

Fig. 11 (a) Box velocity (ẋb
l ) in the forward direction

for global and local compliance frameworks. (b) Task effi-
ciency (η) during the post-perturbation recovery phase.
(c,d) Distributions of the modified capture point offsets in
the forward direction (ϵcx,l) and the lateral direction (ϵcy,l).

framework achieves higher recovery-phase effi-
ciency compared to the baseline, as shown in
Fig. 11(b). Furthermore, Fig. 11(c,d) illustrates
the spatial distribution of the modified capture
point for both frameworks. The baseline frame-
work exhibits a wider spread in the modified
capture point distribution after the impulse, indi-
cating reduced dynamic stability compared to
the tighter distribution maintained by the pro-
posed method. In the baseline framework, the
payload was regulated primarily through a height
objective, resulting in excessive compliance dur-
ing planar motions. Consequently, the relative
distance between the humanoid and the payload
increased significantly, leading to larger destabi-
lizing effects following the perturbation. In con-
trast, the improved recovery performance of the
proposed framework can be attributed to the inte-
gration of local compliance objectives for the arms
within the whole-body controller, which enables
better regulation of interaction forces while main-
taining humanoid balance.

4 Conclusion

We presented an MPC–QP control frame-
work with stiffness modulation to enable
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physical human–humanoid collaboration in co-
transportation tasks. The framework incorporates
a high-level planning layer based on an admit-
tance and an I-LIP driven MPC to generate
compliant motion plans, which are executed on
the humanoid Digit through a low-level QP that
accounts for both robot and object dynamics.
Stiffness modulation was introduced to adap-
tively regulate coupling between the robot and
the object, ensuring convergence to the desired
relative configuration while maintaining flexibility
in interaction.

The proposed approach was validated through
real-world experiments on Digit, where we intro-
duced an efficiency metric to jointly assess task
performance and inter-agent coordination. This
metric was further evaluated using experimental
data, demonstrating that the proposed “stiff legs,
soft hands” compliance strategy, characterized
by low-compliance stepping objectives and high-
compliance arm objectives, achieves the highest
collaborative efficiency. The experimental results
further demonstrate that the proposed framework
enables a wide range of co-transportation behav-
iors, including forward motion, lateral translation,
and turning maneuvers. It allows the humanoid to
passively adapt to human intent without requiring
prior knowledge of the desired trajectory.

This work makes three main contributions:
(i) a hierarchical control framework that inte-
grates stiffness modulation into MPC-QP layers
for human–humanoid co-transportation, (ii) an
efficiency metric for quantitatively evaluating col-
laboration, and (iii) an experimental demonstra-
tion on a full-scale humanoid robot validating the
effectiveness of compliance in enhancing dyadic
transport and showcasing the robot’s capability
to perform diverse and complex co-transportation
tasks.

While the proposed framework demonstrates
effective co-transportation with planar payload
motions, its current formulation maintains the
payload roll and pitch angles at zero to ensure
a stable and level transport configuration. Future
work will extend the framework toward gen-
eral spatial manipulation tasks by incorporating
human intent estimation and whole-body motion
adaptation to enable coordinated multi-axis pay-
load rotations. Additionally, the current approach
relies on fixed compliance parameters selected
for the considered tasks. Future extensions will

investigate online compliance adaptation strate-
gies that adjust these parameters based on real-
time stability metrics and task states, enabling
improved performance across a broader range of
dynamic interaction scenarios. Addressing these
limitations will further enhance the versatility and
applicability of humanoid robots as collaborative
partners in dynamic real-world scenarios.
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